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Abstract— Smartphones are rapidly becoming the 

computing and communication platform used by people to 

perform many activities besides placing and receiving phone 

calls. However, the protection and security models provided by 

such platforms do not address many security and privacy 

concerns of their users. It is aimed at extending the security 

models and mechanisms of existing smart-phone platforms to 

support context-aware application with the security and the 

privacy of their users. Particularly challenging in this domain is 

to find solutions that can increase the security and the privacy of 

users and at the same time, they are easy to understand and to 

use. MOSES can also be improved in several aspects. For 

instance, to make the policy specification process easier, a 

solution could be to embed into the system policy templates that 

can be simply selected and associated to an application. It should 

be mentioned that currently MOSES does not separate system 

data (e.g., system configuration files) and information on SD 

cards. In the future it is planned to add this functionality to the 

system. Moreover, performance overheads are also planned to be 

reduced considerably in the future versions. 
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1 INTRODUCTION 

Android is a mobile operating system (OS) based on the Linux 

kernel and currently developed by Google. With a user 

interface based on direct manipulation, Android is designed 

primarily for touchscreen mobile devices such 

as smartphones and tablet computers, with specialized user 

interfaces for televisions (Android TV), cars (Android Auto), 

and wrist watches (Android Wear) [1]. The OS uses touch 

inputs that loosely correspond to real-world actions, like 

swiping, tapping, pinching, and reverse pinching to 

manipulate on-screen objects, and a virtual keyboard. Despite 
being primarily designed for touchscreen input, it also has 

been used in game consoles, digital cameras, and other 

electronics. 

 

1.1 Interface 

Android's default user interface is based on direct 

manipulation, using touch inputs, that loosely correspond to 

real-world actions, like swiping, tapping, pinching, and 

reverse pinching to manipulate on-screen objects, and a virtual 

keyboard. The response to user input is designed to be 

immediate and provides a fluid touch interface, often using the 

vibration capabilities of the device to provide haptic feedback 

to the user [2]. Internal hardware such as accelerometers, 

gyroscopes and proximity sensors are used by some 

applications to respond to additional user actions, for example 
adjusting the screen from portrait to landscape depending on 

how the device is oriented, or allowing the user to steer a 

vehicle in a racing game by rotating the device, simulating 

control of a steering wheel. 

Android devices boot to the homescreen, the primary 

navigation and information point on the device, which is 

similar to the desktop found on PCs. Android home screens 

are typically made up of app icons and widgets; app icons 

launch the associated app, whereas widgets display live, auto-

updating content such as the weather forecast, the user's email 

inbox, or a news ticker directly on the homescreen. 

 

1.2 Applications 

Applications ("apps"), that extend the functionality of devices, 

are developed primarily in the Java programming language 

using the Android software development kit (SDK). The SDK 

includes a comprehensive set of development tools, including 

a debugger, software libraries, a handset emulator based 

on QEMU, documentation, sample code, and tutorials. The 

officially supported integrated development environment 

 (IDE) is Eclipse using the Android Development Tools 

(ADT) plugin. Other development tools are available, 

including a Native Development Kit for applications or 
extensions in C or C++, Google App Inventor, a visual 

environment for novice programmers, and various cross 
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platform mobile web applications frameworks. In January 

2014, Google unveiled an Apache Cordova–based framework 

for porting Chrome HTML 5 applications to Android, 

wrapped in a native application shell [3]. Android has a 

growing selection of third-party applications, which can be 

acquired by users by downloading and installing the 

application's APK file, or by downloading them using 

an application store program that allows users to install, 

update, and remove applications from their devices. Google 

Play Store is the primary application store installed on 

Android devices that comply with Google's compatibility 
requirements and license the Google Mobile Services 

software. Google Play Store allows users to browse, download 

and update applications published by Google and third-party 

developers; As of July 2013, there are more than one million 

applications available for Android in Play Store. As of May 

2013, 48 billion applications have been installed from Google 

Play Store and in July 2013, 50 billion applications were 

installed. Some carriers offer direct carrier billing for Google 

Play application purchases, where the cost of the application is 

added to the user's monthly bill.  

 

1.3 Memory Management 

Since Android devices are usually battery-powered, Android 

is designed to manage memory (RAM) to keep power 

consumption at a minimum, in contrast to desktop operating 

systems which generally assume they are connected to 

unlimited mains electricity. When an Android app is no longer 

in use, the system will automatically suspend it in memory – 

while the app is still technically "open", suspended apps 

consume no resources (for example, battery power or 

processing power) and sit idly in the background until needed 

again. This has the dual benefit of increasing the general 

responsiveness of Android devices, since applications do not 
need to be closed and reopened from scratch each time, and 

also ensuring that background applications do not consume 

power needlessly. 

 

1.4 Linux Kernel 

Android consists of a kernel based on the Linux kernel long-

term support (LTS) branch. As of January 2014, current 

Android versions are built upon Linux kernel 3.4 or newer, but 

the specific kernel version number depends on the actual 

Android device and chipset. Android has used various kernels 

since its first 2.6.25. Android's Linux kernel has further 
architectural changes that are implemented by Google outside 

the typical Linux kernel development cycle, such as the 

inclusion of components like Binder, ashmem, pmem, logger, 

wakelocks, and different out-of-memory (OOM) handling [4],  

[5]. Certain features that Google contributed back to the Linux 

kernel, notably a power management feature called 

"wakelocks", were rejected by mainline kernel developers 

partly because they felt that Google did not show any intent to 

maintain its own code. Google announced in April 2010 that 

they would hire two employees to work with the Linux kernel 

community, but Greg Kroah-Hartman, the current Linux 

kernel maintainer for the stable branch, said in December 

2010 that he was concerned that Google was no longer trying 

to get their code changes included in mainstream Linux. Some 
Google Android developers hinted that "the Android team was 

getting fed up with the process," because they were a small 

team and had more urgent work to do on Android. 

 

1.5 Software Stack 

On top of the Linux kernel, there are the middleware, 

libraries and APIs written in C, and application 

software running on an application framework which includes 

Java-compatible libraries based on Apache Harmony. 

Development of the Linux kernel continues independently of 

other Android's source code bases. Android uses the Dalvik 
virtual machine with just-in-time compilation (JIT) to run 

Dalvik "dex-code" (Dalvik Executable), which is usually 

translated from the Java bytecode. Android 4.4 also supports 

new experimental runtime, Android Runtime (ART), which is 

not enabled by default. Android's standard C library, Bionic, 

was developed by Google specifically for Android, as a 

derivation of the BSD's standard C library code. Bionic itself 

has been designed with several major features specific to the 

Linux kernel. The main benefits of using Bionic instead of the 

GNU C Library (glibc) or uClibc are its different licensing 

model, smaller runtime footprint, and optimization for low-

frequency CPUs.  

 

2 SECURE COMPUTING 

Computer security (Also known as cyber security or IT 

Security) is information security as applied to computers and 

networks. The field covers all the processes and mechanisms 

by which computer-based equipment, information and 

services are protected from unintended or unauthorized access, 

change or destruction. Computer security also includes 

protection from unplanned events and natural disasters [6]. 

Otherwise, in the computer industry, the term security or the 

phrase computer security refers to techniques for ensuring 
that data stored in a computer cannot be read or compromised 

by any individuals without authorization. Most computer 

security measures involve data encryption and passwords. 
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Data encryption is the translation of data into a form that is 

unintelligible without a deciphering mechanism. 

A password is a secret word or phrase that gives a 

user access to a particular program or system. 

 

2.1 Working Procedure 

If you don't take basic steps to protect your work computer, 

you put it and all the information on it at risk.  You can 

potentially compromise the operation of other computers on 

your organization's network, or even the functioning of the 

network as a whole [7], [8].  

 

2.1.1 Physical Security 

Technical measures like login passwords, anti-virus are 

essential.  (More about those below)  However, a secure 

physical space is the first and more important line of defense. 

Human threats are not the only concern. Computers can be 

compromised by environmental mishaps (e.g., water, coffee) 

or physical trauma. Make sure the physical location 

of your computer takes account of those risks as well 

.    

2.1.2 Access Passwords 

The University's networks and shared information systems are 

protected in part by login credentials (user-IDs an passwords). 

Access passwords are also an essential protection for personal 

computers in most circumstances. Offices are usually open 

and shared spaces, so physical access to computers cannot be 

completely controlled. 

 

2.1.3 Firewalls 

Anti-virus products inspect files on your computer and in 

email. Firewall software and hardware monitor 

communications between your computer and the outside 

world. That is essential for any networked computer. 
 

2.1.4 Software Updates 

It is critical to keep software up to date, especially the 

operating system, anti-virus and anti-spyware, email and 

browser software. The newest versions will contain fixes for 

discovered vulnerabilities. Almost all anti-virus have 

automatic update features (including SAV). Keeping the 

"signatures" (digital patterns) of malicious software detectors 

up-to-date is essential for these products to be effective. 

 

2.1.5 Keep Secure Backups 

Even if you take all these security steps, bad things can still 

happen. Be prepared for the worst by making backup copies of 

critical data, and keeping those backup copies in a separate, 

secure location. For example, use supplemental hard drives, 

CDs/DVDs, or flash drives to store critical, hard-to replace 

data. 

   

2.1.6 Report Problems 

If you believe that your computer or any data on it has been 

compromised, your should make a information security 

incident report. That is required by University policy for all 

data on our systems, and legally required for health, education, 

financial and any other kind of record containing identifiable 

personal information. 
 

2.2 Benefits of Secure Computing 

 

2.2.1 Protect Your Self- Civil Liability 

You may be held legally liable to compensate a third party 

should they experience financial damage or distress as a result 

of their personal data being stolen from you or leaked by you. 

 

2.2.2 Protect Your Credibility – Compliance 

You may require compliancy with the Data Protection Act, the 

FSA, SOX or other regulatory standards. Each of these bodies 
stipulates that certain measures be taken to protect the data on 

your network. 

 

2.2.3 Protect Your Reputation – Spam 

A common use for infected systems is to join them to a botnet 

(a collection of infected machines which takes orders from a 

command server) and use them to send out spam. This spam 

can be traced back to you, your server could be blacklisted and 

you could be unable to send email. 

 

2.2.4 Protect Your Income - Competitive Advantage 

There are a number of “hackers-for-hire” advertising their 
services on the internet selling their skills in breaking into 

company’s servers to steal client databases, proprietary 

software, merger and acquisition information, personnel set 

detail. 

 

2.2.5 Protect Your Business – Blackmail 

A seldom-reported source of income for “hackers” is to break 

into your server, change all your passwords and lock you out 

of it. The password is then sold back to you. Note: the 

“hackers” may implant a backdoor program on your server so 

that they can repeat the exercise at will. 
 

2.2.6 Protect Your Investment – Free Storage 

http://it.med.miami.edu/x929.xml
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Your server’s hard drive space is used (or sold on) to house 

the hacker's video clips, music collections, pirated software or 

worse. Your server or computer then becomes continuously 

slow and your internet connection speeds deteriorate due to 

the number of people connecting to your server in order to 

download the offered wares. 

 

3 RELATED WORK 

 

3.1 Taintdroid: An Information-Flow Tracking System for 

Realtime Privacy Monitoring on Smartphones. 
Today's smartphone operating systems frequently fail to 

provide users with adequate control over and visibility into 

how third-party applications use their private data [4]. It is 

addressed these shortcomings with TaintDroid, an efficient, 

system-wide dynamic taint tracking and analysis system 

capable of simultaneously tracking multiple sources of 

sensitive data. TaintDroid provides real time analysis by 

leveraging Android's virtualized execution environment. 

TaintDroid incurs only 14% performance overhead on a CPU-

bound micro-benchmark and imposes negligible overhead on 

interactive third-party applications. Using TaintDroid to 
monitor the behavior of 30 popular third-party Android 

applications, it is found 68 instances of potential misuse of 

users' private information across 20 applications. Monitoring 

sensitive data with TaintDroid provides informed use of third-

party applications for phone users and valuable input for 

smartphone security service firms seeking to identify 

misbehaving applications. 

 

3.2 AndroidLeaks: Automatically Detecting Potential 

Privacy Leaks in Android Applications on a Large Scale. 
As mobile devices become more widespread and powerful, 

they store more sensitive data, which includes not only users' 
personal information but also the data collected via sensors 

throughout the day [5]. When mobile applications have access 

to this growing amount of sensitive information, they may 

leak it carelessly or maliciously.Google's Android operating 

system provides a permissions-based security model that 

restricts an application's access to the user's private data. Each 

application statically declares the sensitive data and 

functionality that it requires in a manifest, which is presented 

to the user upon installation. However, it is not clear to the 

user how sensitive data is used once the application is 

installed. To combat this problem, it is presented 
AndroidLeaks, a static analysis framework for automatically 

finding potential leaks of sensitive information in Android 

applications on a massive scale. AndroidLeaks drastically 

reduces the number of applications and the number of traces 

that a security auditor has to verify manually. It is evaluated 

the efficacy of AndroidLeaks on 24,350 Android applications 

from several Android markets. AndroidLeaks found 57,299 

potential privacy leaks in 7,414 Android applications, out of 

which it was manually verified that 2,342 applications leak 

private data including phone information, GPS location, WiFi 

data, and audio recorded with the microphone. AndroidLeaks 

examined these applications in 30 hours, which indicates that 

it is capable of scaling to the increasingly large set of available 

applications. 
 

3.3 Performance Evaluation of Para-Virtualization on 

Modern Mobile Phone Platform. 

Emergence of Smartphones brings to live the concept of 

converged devices with the availability of web amenities [6]. 

Such trend also challenges the mobile devices manufactures 

and service providers in many aspects, such as security on 

mobile phones, complex and long time design flow, as well as 

higher development cost. Among these aspects, security on 

mobile phones is getting more and more attention. 

Microkernel based virtualization technology will play a 
critical role in addressing these challenges and meeting mobile 

market needs and preferences, since virtualization provides 

essential isolation for security reasons and it allows multiple 

operating systems to run on one processor accelerating 

development and cutting development cost [9]. However, 

virtualization benefits do not come for free. As an additional 

software layer, it adds some inevitable virtualization overhead 

to the system, which may decrease the system performance. In 

this paper it is evaluated and analyzed the virtualization 

performance cost of L4 microkernel based virtualization on a 

competitive mobile phone by comparing the L4Linux, a para 

virtualized Linux on top of L4 microkernel, with the native 
Linux performance using lm bench and a set of typical mobile 

phone applications. 

 

3.4 L4Android: A Generic Operating System Framework 

for Secure Smartphones. 

Smartphones became many people's primary means of 

communication [7]. Emerging applications such as Near Field 

Communication require new levels of security that cannot be 

enforced by current smartphone operating systems. Therefore 

vendors resort to hardware extensions that have limitations in 

flexibility and increase the bill of materials. In this work it is 
presented a generic operating system framework that does 

away with the need for such hardware extensions. It is 

encapsulated the original smartphone operating system in a 
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virtual machine. Our framework allows for highly secure 

applications to run side-by-side with the virtual machine [8]. It 

is based on a state-of-the-art microkernel that ensures isolation 

between the virtual machine and secure applications. It is 

evaluated our framework by sketching how it can be used to 

solve four problems in current smartphone security. 

 

3.5 Google Android: A Comprehensive Security 

Assessment 

This research provides a security assessment of the Android 

framework-Google's software stack for mobile devices [12]. 
The authors identify high-risk threats to the framework and 

suggest several security solutions for mitigating them. 

 

4 PROBLEM DEFINITION 

Smartphones are rapidly becoming the computing and 

communication platform used by people to perform many 

activities besides placing and receiving phone calls. However, 

the protection and security models provided by such platforms 

do not address many security and privacy concerns of their 

users. In this paper it is presented MOSES, a policy-based 

framework for enforcing software isolation of applications and 
data on the Android platform. In MOSES, it is possible to 

define distinct Security Profiles within a single smartphone. 

Each security profile is associated with a set of policies that 

control the access to applications and data. Profiles are not 

predefined or hardcoded, they can be specified and applied at 

any time. 

 

4.1 Existing System 

A solution could be implemented by means of virtualization 

technologies where different instances of an OS can run 

separately on the same device. Although virtualization is quite 

effective when deployed in full-fledged devices (PC and 
servers), it is still too resource demanding for embedded 

systems such as smartphones. Another approach that is less 

resource demanding is para virtualization [15]. Unlikely full 

virtualization where the guest OS is not aware of running in a 

virtualised environment, in paravirtualization it is necessary to 

modify the guest OS to boost performance. Paravirtualization 

for smartphones is currently under development and several 

solutions exist (e.g.,Trango, VirtualLogix, L4 microkernel, 

L4Android). 

 

4.2 Disadvantages of Existing System 

 All the virtualization solutions suffer from having a 

coarse grained approach (i.e., the virtualised 

environments are completely separated, even when 

this might be a limitation for interaction).  

 Other limitation is the hard coding of the 

environment specification. Environments cannot be 

defined by the user/company according to their needs 

but they are predefined and hardcoded in the virtual 

machine.  

 Furthermore, the switching among environments 

always require user interactions and it could take a 

significant amount of time and power. While 

researchers are improving some of these aspects, the 
complete separation of virtual machines and the 

impossibility to change or adapt their specifications 

remain an open issue. 

 

4.3 Proposed System 

In this paper, it is proposed MOSES, provides an abstraction 

for separating data and apps dedicated to different contexts 

that are installed in a single device. For instance, corporate 

data and apps can be separated from personal data and apps 

within a single device. Our approach provides compartments 

where data and apps are stored [17]. MOSES enforcement 
mechanism guarantees data and apps within a compartment 

are isolated from others compartments’ data and apps. These 

compartments are called Security Profiles in MOSES [18]. 

Generally speaking, a SP is a set of policies that regulates 

what applications can be executed and what data can be 

accessed. 

 

4.4 Advantages of Proposed System 

 One of the features introduced in MOSES is the 

automatic activation of SP depending on the context, 

in which the device is being used. 

 MOSES can be used for realising a Mobile Device 

Management solution to manage remotely the 

security settings of a fleet of mobile devices. 

5 TECHNIQUES PROPOSED 

 

5.1 Context Detection 

One of the contributions of MOSES is that it can 

automatically switch SPs based on the current Context. The 

Context Detector System is responsible for monitoring 

Context definitions and for notifying the listeners about the 

activation or deactivation of a Context. The Security Profile 

Manager component, which is one of these listeners, is 
notified about the change through the callback functions 

onTrue(context_id) and onFalse(context_id), which 

correspond to activation and deactivation of a Context 
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respectively. The context_id parameter represents a Context 

identifier. So as MOSES context detection functionality is 

decoupled from the rest of the system, it may be easily 

extended by integrating other context detection solutions [21], 

[22]. 

    When the system starts up, MOSES selects from the 

database information about all Contexts and corresponding 

SPs. MOSES preserves this information in a runtime map in 

the form of <Ci,(SPk,prtk)i>, where Ci  is the identifier of 

Context and (SPk,prtk)i  is a tuple, which corresponds to the 

Context Ci and consists of SP identifier SPk and the priority 
prtk that corresponds to this profile. When the Context 

Detector System detects that a Context Ci becomes active 

(meaning the Context definition is evaluated to true), it is 

selected from this map the corresponding tuple (SPk,prtk)i  and 

put it in the list of active SPs. Because more than one Contexts 

might be active at the same time, there may be more than one 

SP to switch to. In this case, from the list of active SPs the one 

with the highest priority is selected. If the selected SP 

identifier differs from the identifier of the currently running 

SP, the Context Detector System sends a signal to the Moses 

Hypervisor to switch to the new profile. Similarly, when 
Context Detector System detects that a Context Ci becomes 

inactive, the tuple (SPk,prtk)i  is deleted from the list of active 

SPs. After that the selection procedure of a SP with the highest 

priority is repeated. 

 

5.2 File System Virtualization 

To separate data between different SPs, it is used a technique 

called directory polyinstantiation [24]. A polyinstantiated 

directory is a directory that provides a different instances of 

itself according to some system parameters. In brief, for each 

SP MOSES creates a separate mount namespace [25]. The 

Android filesystem structure is quite stable, i.e., the system 
forces an application to store its files in the application’s 

“home” directory that is / data/data/<package_name> / 

(<package_name> is the package name of the application. 

During the installation of an application, Android creates this 

“home” folder and assigns it Linux file permissions to allow 

only the owner of the directory (in this case the application) to 

access the data stored in it. To provide applications with 

different data depending on a currently running SPs, 

polyinstantiation of “data” folder may be used, i.e., for each 

SP a separate mount namespace, which points to different 

“physical” data folder depending on the identifier of a SP, 
may be created. In MOSES the described approach is used 

with two modifications. The first modification let the system 

to store all “physical” data directories under one parent 

directory (/data/moses_private/).  

    The second modification creates the bindings not between 

the whole data folder and its “physical” counterpart, but 

bindings for separate application folders [26]. The former 

modification allows MOSES to control direct access to the 

“physical” directories, while the latter permits to decrease 

storage overhead, because the usage of some apps is 

prohibited in some SPs.  

     The Moses Mounter component is responsible for 

providing the above functionality. In particular, it receives the 
list of applications’ package names that are allowed to execute 

in a SP. For each package name, the MOSES system builds 

the paths to the application “home” directory and to its 

MOSES “physical” counterpart, using the information of the 

identifier of a newly activated SP. These two paths are passed 

to the moses mounter native tool. This tool at first checks if 

MOSES “physical” directory exists. If not, then it creates this 

folder and copies there the initial application data from the 

corresponding “home” directory. Then the moses mounter 

mounts the “physical” directory to a “home”directory using 

the Linux command mount (target, mount_point, “none”, 
MS_BIND, NULL) [27], where mount_point corresponds to 

the path of the “home” directory and target corresponds to the 

path of the “physical” folder. Thus, the “home” directory 

always contains the initial copy of the application data, which 

are created by the Android system during the application 

installation. If a new SP is created, these initial data are copied 

to the “physical” directory providing the application with a 

fresh copy of its initial data as if the application has just been 

installed. If this process finishes successfully, the Moses 

Mounter stores the name of this package in the list of mounted 

points. Thus, the process of polyinstantiation is completely 

transparent for the applications: after the mounting the 
applications work with the same paths as usual, although these 

paths point to another “physical” locations. Thus, there is no 

need to modify the applications to support the separation of 

data between different SPs.  

     Before switching to a new SP, the Moses Mounter has to 

unmount all previously mounted points using the values stored 

in the list of mounted points [29]. Similarly to the mounting, 

the Moses Mounter passes the path to a mounted point (from 

the list of mounted points) to the moses mounter tool, which 

performs unmounting. During this operation it is possible that 

some processes hold some files opened. In this case, the 
unmounts command will fail. To overcome this problem, 

MOSES sends a SIGTERM signal to the process and repeats 

the unmounting. If after this the unmounting is still 
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unsuccessful, MOSES will send a SIGKILL signal to the 

process and once again will perform the unmount operation. 

 

5.3 Dynamic Application Activation 

Each SP is assigned with a list of application UIDs that are 

allowed to be run when this profile is active. Each application 

during the installation receives its own UID. MOSES uses 

these identifiers to control which applications can be activated 

for each SP. It should be mentioned that some packages can 

share the same UID. This happens if the developer of these 

applications have explicitly assigned the same value to shared 
User Id property in the manifest files of the applications, and 

signed these packages with the same certificate. Thus, during 

the installation of these applications, the Android system 

assigns them the same UID. In this case, MOSES cannot 

distinguish these applications and if one of them is allowed in 

one profile the other will be allowed as well.  

    During the SP switching, the Moses App Manager selects 

from the MOSES database the list of UIDs, which are allowed 

in the activated profile, and stores it into the set of allowed 

UIDs. To control the launch of applications’ services and 

activities, the hooks into the retrieve Service Locked and start 
Activity May Wait methods of the Activity Manager Service 

and the Activity Stack classes correspondingly are put. These 

hooks communicate with the Moses App Manager and check 

against the set of allowed apps if a component of an 

application can be launched. Additionally, the Moses App 

Manager controls the appearance of application icons in 

Android’s Launcher application. When a new SP is activated, 

only the icons of the allowed applications for this profile will 

be displayed. 
 
5.4 Attribute-Based Policies 

Within each SP, MOSES enforces an attribute based access 
control (ABAC) model [30]. The idea is that within each SP, 

users can define fine-grained access control policies to 

constraint application behavior. For instance, the user may 

want to deny an application to read the files on an external 

storage. In this case, the user may write a policy which will 

still let the application to run within the profile but the access 

of this application to files on an external storage will be 

limited.  

     It is defined a simple policy language using the ABAC 

model. The attributes types that are taken into consideration in 

the MOSES language are capitalized in Listing below. These 

are Subject, Operation, Taint, Target, and SP-Name. These 
attributes are described in the following: 

1. Subject Operation [Taint] Target 

2. Decision [perform action (param-list)] with scope 

SP-Name 

    Subject represents the application to which the rule is 

applied. The application UID is retrieved through the GUI 

provided by MOSES for management, listing the applications 

installed in the system. Operation is the action that the subject 

is executing. The value of this attribute is dependent on the 

control hooks added by MOSES in the Android framework. 

Each hook communicates with a special class in the 

framework library that processes the information obtained 

from the operation hook. For instance, for controlling access 
to Content Provider, it is injected hooks in the Content 

Resolver class. Similarly, for network and file system 

operations it is injected hooks in the core library. Currently, 

MOSES supports the following Operation types: 

 Content Provider: Query Content Provider, Insert in 

Content Provider, Update Content Provider, Delete 

Content Provider. 

 Location Provider: Get Last Known Location, 

Request Location Updates, Add Proximity Alert, 

Request Single Update. 

 Network: Receive Internet Data, Send Data to the 
Internet. 

 File system: Read from a File, Write to a File. 

 Device Id: Get Device ID. 

    MOSES supports also information flow control using the 

tainting mechanism provided by Taintdroid. Policies can 

include the optional attribute Taint to specify the taint type 

associated with the data accessed by the subject [31]. 

    The Target attribute represents the resource that is being 

accessed. It can have either fixed or volatile values. The 

values for Location Provider and Device Id operations are 

fixed and correspond to GPS and IMEI .In the case of Content 
Provider, Network and File system the Target values are 

volatile. This means that a target may be specified partially. 

For instance, for the File system operations the user can 

specify the following partial target[/data/data/<package>/*]. It 

is developed these volatile targets to allow the system to 

enforce different behavior for the targets that differs only 

partially. If a user wants to specify different access behavior, 

for instance, for a directory and its subdirectory, she should 

create a separate policy rule for the directory and another one 

for the subdirectory [32]. 

    SP-Name attribute represents the SP name where the policy 

is valid. The decisions that can be assigned to policy rules are: 
ALLOW, DENY and ALLOW_WITH_PERFORM. The 

effects of the first two are obvious. The decision 

ALLOW_WITH_-PERFORM corresponds to allow with a 
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restrictive obligation that performs additional action of the 

data returned by the operation. For instance, for “Get Device 

ID” operation a function can be chosen that will obfuscate the 

real IMEI of the device. The functions and their 

implementations are specified in a special built-in library. 

ALLOW_WITH_PERFORM decision manage to enforce 

security constraints specified in the profile minimizing the 

impact of already installed applications. 

    It is possible that two or more rules may be defined for the 

same attribute values. To resolve these conflicts, the user 

should assign a priority value to each rule. In this case, the 
decision of the rule with the highest priority will have 

precedence over the decisions of other rules; in the case of 

equal priorities, then the last inserted rule takes priority. For 

some combinations of attribute values, it might be the case 

when no rules apply. In this case, our system uses a default 

decision value (either allow or deny), which is assigned to the 

SP. 

 

5.5 Security Profile Management 

To give a user the ability to manage the SPs in her device, the 

Moses Policy Gui application is developed. This is a system 
application signed with a system key and assigned with a 

special permission. This allows Moses Policy Gui application 

to communicate with the Moses Policy Manager and manage 

the SPs. I develop an application that allows a user to easily 

configure MOSES functionality.  The user specifies the name 

of a Context and the parameters of the sensors used to detect 

the context around the device. To define a new SP the 

application provides a wizard that guides the user through the 

steps. The user has to define the name of a profile, the default 

decision and the profile priority.  

 

6 SYSTEM DESIGN 

 

6.1 MOSES Overview 

This section provides an overview of our approach named 

MOde-of-uses SEparation in Smartphones (MOSES). MOSES 

provides an abstraction for separating data and apps dedicated 

to different contexts that are installed in a single device. For 

instance, corporate data and apps can be separated from 

personal data and apps within a single device. Our approach 

provides compartments where data and apps are stored. 

MOSES enforcement mechanism guarantees data and apps 

within a compartment are isolated from others compartments’ 
data and apps. These compartments are called Security 

Profiles in MOSES. Generally speaking, a SP is a set of 

policies that regulates what applications can be executed and 

what data can be accessed. 

    One of the features introduced in MOSES is the automatic 

activation of SP depending on the context, in which the device 

is being used. SPs are associated with one or more definitions 

of Context [33]. A context definition is a Boolean expression 

defined over any information that can be obtained from the 

smartphone’s raw sensors (e.g., GPS sensor) and logical 

sensors. Logical sensors are functions which combine raw 

data from physical sensors to capture specific user behaviors 

(such as detecting whether the user is running). When a 
context definition evaluates to true, the SP associated with 

such a context is activated. It is a possible situation when 

several contexts, which are associated with different SPs, may 

be active at the same time. To resolve such conflicts, each SP 

is also assigned with a priority allowing MOSES to activate 

the SP with the highest priority. If SPs have the same priority, 

the SP, which has been activated first, will remain active. 

    MOSES permits a user to manually switch to a specific SP. 

To this end, MOSES provides a system app that the user can 

employ for forcing MOSES to activate a given SP. However, 

this behavior can be restricted to avoid that the user activates 
unwanted SP in a given context (for instance, switching to a 

personal SP when at work). 

    Each SP is associated with an owner of the profile and can 

be protected with a password. A SP can be created/edited 

locally through an app installed on the device. Additionally, 

MOSES supports remote SP management. The former 

possibility may be used by a user of the phone for managing 

her personal SP, while the latter may be employed by an 

enterprise administrator to control the work SP. To avoid that 

the user tampers with the work SP, the security administrator 

protects the work SP with a password. In this way, MOSES 

can be used for realizing a Mobile Device Management 
solution to manage remotely the security settings of a fleet of 

mobile devices. 

    The current version of MOSES leverages the same idea of 

lightweight separation of SPs as the one presented in. At the 

same time, although the same idea is exploited, the approach 

used by MOSES is completely new. The previous version of 

MOSES completely relies on Taintdroid to split data between 

different profiles. Data separation occurred using user-defined 

policies, which restricted the flow of information between 

different profiles [34]. In the current version of MOSES, the 

separation of application data is implemented on the Linux 
kernel level through file system virtualization approach. This 

allows our system to provide app data segregation out of the 

box. Moreover, a user in the new version of MOSES needs to 
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define security policies only if she wants to apply fine grained 

constraints to data. 

 

6.2 System Architecture 

MOSES consists of the components as presented in below 

figure. 

 

 
Fig. 1. MOSES architecture diagram. 

 

6.2.1 Context Detector System 

The component Context Detector System is responsible for 

detecting context activation/deactivation. When such an event 
happens, the Context Detector System sends a notification 

about this to the Security Profile Manager. 

 

6.2.2 Security Profile Manager 

The Security Profile Manager holds the information linking a 

SP with one or more Context. The Security Profile Manager is 

responsible for the activation and deactivation of SPs.  

    The Security Profile Manager implements the following 

logic: 

 If a newly activated Context corresponds to the active 

SP then the notification is ignored; 

 If the SP corresponding to a newly active Context has 

a lower or equal priority to the currently running SP, 

then the notification is ignored; 

 In all other cases, a SP switch has to be performed. 

This means that the currently running SP has to be 

deactivated and the new SP becomes active. 

In the latter case, the Security Profile Manager sends a 

command to the Moses Hypervisor informing which is the 

new SPs that needs to be activated. 

 

6.2.3 Moses Hypervisor 
The Moses Hypervisor is the component that acts as a policy 

decision point (PDP) in MOSES. The Moses Hypervisor 

provides a central point for MOSES security checks against 

the policies defined for the active SP to regulate access to 

resources. The Moses Hypervisor delegates the policy checks 

to its two managers: the Moses App Manager and the Moses 

Rules Manager. The former is responsible for deciding which 

apps are allowed to be executed within a SP. The latter takes 

care of managing Special Rules. 

 

6.2.4 Moses Policy Manager 
The Moses Policy Manager acts as the policy administrator 

point (PAP) in MOSES. It provides the API for creating, 

updating and deleting MOSES policies. It also allows a user to 

define, modify, remove monitored Contexts and assign them 

to SPs. Moreover, this component also controls access to 

MOSES policy database (moses.db) allowing only 

applications with special permissions to interact with this 

component. 

 

 

 
6.2.5 Moses Taint Manager 

The Moses Taint Manager component manages the “shadow 

database” which stores the taint values used by Taintdroid. It 

is extended the functionality of Taintdroid to perform more 

fine-grained tainting. In MOSES, it can be tainted at specific 

rows of a content provider: to be able to perform per row 

filtering when an app access data in the content provider. For 

instance, it is possible to filter out from the query result data 

the rows which contain the information about device 

identifiers or user contacts. Given the fact that the 

enforcement of policies depends on the information provided 

by the Moses Taint Manager, this component acts as a policy 
information point (PIP). 

 

6.2.6 Location Manager and Activity Manager Service 
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The decisions taken by the Moses Hypervisor need to be 

enforced by the policy enforcement point (PEP). MOSES 

affects several components within Android middleware where 

decisions need to be enforced. For this reason, the PEP 

includes several Android components offering system services 

such as Location Manager and Activity Manager Service. 

Moreover, some Android core classes (such as the OS File 

System and OS Network System) are modified to enforce 

decisions regarding the access to the file system and network, 

respectively. 

 
6.2.7 Moses Reaper 

The enforcement of separated SPs requires special 

components to manage application processes and file system 

views. When a new SP is activated, it might deny the 

execution of some applications allowed in the previous 

profile. If these applications are running during the profile 

switch, then it is needed to stop their processes. The Moses 

Reaper is the component responsible for shutting down 

processes of applications no longer allowed in the new SP 

after the switch. 

 
6.2.8 Moses Mounter 

In MOSES, applications have access to different data 

depending on the active profile. To separate data between 

profiles different file system view are supported. This 

functionality is provided by the Moses Mounter. 

 

6.2.9 Moses SP Changer and Moses Policy Gui 

To allow the user of the device to interact with MOSES, it is 

provided two MOSES applications: the Moses SP Changer 

and the Moses Policy Gui. The Moses SP Changer allows the 

user to manually activate a SP. It communicates with the 

Moses Hypervisor and sends it a signal to switch to the profile 
required by the user. The Moses Policy Gui allows the user to 

manage SPs. 

 

7 CONCLUSION 

MOSES can also be improved in several aspects. For instance, 

to make the policy specification process easier, a solution 

could be to embed into the system policy templates that can be 

simply selected and associated to an application. It should be 

also mentioned that currently MOSES does not separate 

system data (e.g., system configuration files) and information 

on SD cards. In the future we plan to add this functionality to 
the system. Moreover, performance overheads are also 

planned to be reduced considerably in the future versions. 
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